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Illustrative reading:

I Mostly Harmless econometrics: chapter 1.

I Mastering Metrics: chapter 1
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Regression and causality

Reconsider the observational data from the hospital example:

Group sample size mean health status std. error

Hospital 7, 774 3.21 0.014
No Hospital 90, 049 3.93 0.003

I We concluded it was unwise to interpret the above observed
difference in means (even if it is statistically significant) as
evidence that hospitals make people unhealthy.
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Regression and causality

In the causal lecture, we showed formally that an observed
difference in means is composed of two unobservable effects:

observed = causal effect + selection effect

I The selection effect is the reason the observed difference in
mean health status - between those that go to hospital and
those that do not - does not equal the causal effect of
hospitalisation.

I The selection effect was driven by the fact that those that
went to hospital (the treated) are, on average, less healthy
(the outcome) than those who did not go to hospital (the
untreated).

I More generally, selection effects are driven by correlation
between the treatment and the outcome.
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Examples of selection effects in the literature

Labour training programs:

I An iconic example from labour economics is the evaluation
of (US) government-subsidized training programs.

I The programs provided a combination of classroom
instruction and on-the-job training for groups of
disadvantaged workers, such as the long-term unemployed,
drug addicts and ex-offenders.

I The idea of the program was to increase employment and
earnings.

I Studies based on non-experimental comparisons of
participants and non-participants often show that after
training, the trainees earn less than plausible
comparison groups.1

1See for example, Ashenfelter, 1978, Ashenfelter and Card, 1985.
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Examples of selection effects in the literature

Labour training programs:

I Selection effects are a natural concern given subsidized
training programs are meant to serve men and women with
low earning potential.

I Even plausible conditional comparisons of program
participants with non-participants often showed lower
earnings for participants.

I In contrast, evidence from randomised evaluations of
training programs generate mainly positive effects.2

2See, for example, Lalonde, 1986 and Orr, 1996.
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Examples of selection effects in the literature

Tennessee STAR experiment:

I Many non-experimental evaluations suggest there is little
link or no link between class size and student achievement.

I Based on this evidence, schools can hire fewer teachers,
allowing them to save money and not affect student
achievement.

I However, the finding of no relationship should not be taken
at face value due to likely selection bias: weaker students
are often deliberately grouped into smaller classes.

I The STAR experiment was a randomised evaluation
designed to definitively answer the question: Is there a link
between class size and student achievement?

I The STAR experiment finds a strong and lasting payoff
between class size and higher student achievement.3

3See, for example, Krueger, 1999.
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Examples of selection effects in the literature
Tennessee STAR experiment:

I The study was run on 11,600 children across a large
number of schools in Tennessee in 1985/86. It cost $12
million dollars.

I Kindergartners were randomised into: i) small classes
(13-17 children) and ii) regular size classes (approx 22-25
children).

I Test scores were then collected on the same children four
years later in the 3rd grade.

I Given students were randomised there should be no
difference between children, except for their class size:

variable small regular p-value

Free lunch 0.47 0.48 0.09
White/Asian 0.68 0.67 0.26
Age in 1985 5.44 5.43 0.32
Class size 15.10 22.40 0.00
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Examples of selection effects in the literature
The table below present regression results of the class size
effects on 3rd grade test scores.

Regressors (1) (2) (3) (4)
small class 4.82

(2.19)
5.37
(1.26)

5.36
(1.21)

5.37
(1.19)

white/asian - - 8.35
(1.35)

8.44
(1.36)

girl - - 4.48
(0.63)

4.39
(0.63)

free lunch - - −13.15
(0.77)

−13.07
(0.77)

white teacher - - - −0.57
(2.10)

teacher exper - - - 0.26
(0.10)

teacher MSc - - - −0.51
(1.06)

school fixed effect NO YES YES YES
R2 0.01 0.25 0.31 0.31
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Examples of selection effects in the literature

Interpretations:

I The final specification implies, children in small classes
score 5.37 more, on average, than children in regular
classes. The respective t-statistic is 4.51, hence the effect is
very statistically significant.4

I Importantly, because the results are based on experimental
data - meaning there is less chance of selection effects - the
small class effects can be interpreted causally as, ‘the
average causal effect of class size’ (relative to regular
classes).

In the next few slides we formally show how regression can be
useful for thinking about causal effects and selection bias.

45.37/1.19 = 4.51
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Regression, causality and importance of the CIA

Individual i faces two states of the world, represented by a
dummy variable Di:

Di =

{
1 individual i in a small class

0 individual i in a regular class

Suppose we know the test score of individual i in both states
(potential outcomes):

POi =

{
Y1i score if individual i is in a small class

Y0i score if individual i is in a regular class

Note, very importantly, we can never observe both of these
states for a single individual, at a given point in time.
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Regression, causality and importance of the CIA

The individual causal effect we want to observe is
4i = Y1i − Y0i, however, it is always unobservable. What we
actually observe is the outcome Yi, which written in terms of
potential outcomes is:

Yi = Y1i if Di = 1

Yi = Y0i if Di = 0

Or more succinctly, for each individual i we observe,

Yi = Y0i + (Y1i − Y0i)Di
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Regression, causality and importance of the CIA

Suppose the individual causal effect we want to observe is
constant (the same for all individuals), such that:

β = Y1i − Y0i

The equation

Yi = Y0i + (Y1i − Y0i)Di

can then be written as,

Yi =E[Y0i] + (Y1i − Y0i)Di + Y0i − E[Y0i]

Yi =α+ βDi + εi
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Regression, causality and importance of the CIA

Given:

Yi =E[Y0i] + (Y1i − Y0i)Di + Y0i − E[Y0i]

Yi =α+ βDi + εi

The second line is a typical representation of a simple linear
regression of Yi on Di. Where:

I α = E[Y0i] is the mean score in the regular class (untreated
state).

I β = Y1i − Y0i represents the causal effect (difference in
mean score between small and regular class).

I εi = Y0i − E[Y0i] is the random component: the deviation
of individual scores from the mean score in a regular class
(in untreated state).
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Regression, causality and importance of the CIA

We then have the following. Expected score in the treated state
is:

E[Yi|Di = 1] =α+ β + E[εi|Di = 1]

Expected score in the treated state is:

E[Yi|Di = 0] =α+ E[εi|Di = 0]

Therefore, the observed difference in mean scores is:

E[Yi|Di = 1]− E[Yi|Di = 0]︸ ︷︷ ︸
observed difference in mean scores

= β︸︷︷︸
causal effect

+

(E[εi|Di = 1]− E[εi|Di = 0])︸ ︷︷ ︸
selection effect
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Regression, causality and importance of the CIA

The observed difference in mean scores is:

E[Yi|Di = 1]− E[Yi|Di = 0]︸ ︷︷ ︸
observed difference in mean scores

= β︸︷︷︸
causal effect

+

(E[εi|Di = 1]− E[εi|Di = 0])︸ ︷︷ ︸
selection effect

I The difference in the observed average score between
individuals in small classes and regular classes is equal to
the causal effect plus the selection bias.

I Both the causal effect and the selection effect are
unobservable.
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Regression, causality and importance of the CIA

The correlation between the random component εi and the
treatment Di is the key factor that makes it difficult to
determine the true causal effect.

I If E[εi|Di] 6= 0 the observed difference in mean score is
different from the causal effect.

I The selection effect is driven purely by the correlation
between the regression error term (εi) and the treatment
(Di).

Further, the error term εi includes all factors that affect test
scores other than class size. Such as ability, effort, motivation,
... etc, which are difficult to control for. Therefore, this is not
an easy problem to overcome. This is why we spend the rest of
the year talking about it.
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Regression, causality and importance of the CIA

Note that:

E[εi|Di = 1]− E[εi|Di = 0] = E[Y0i|Di = 1]− E[Y0i|Di = 0]

Which reflects the difference in the no-treatment potential
outcome status between those who are in small classes and
those who are not.

In the class size story, children in small classes (in
non-experimental data) are likely to have lower test score
potential than those in regular classes. That is,
E[Y0i|Di = 1]− E[Y0i|Di = 0] 6= 0.
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Regression, causality and importance of the CIA

The crucial question is therefore, do we believe E[εi|Di] = 0?

I We will refer to this as the conditional independence
assumption (CIA).

I If we believe the CIA holds then we can assume the
regression estimates the causal effect.

I When do we believe the CIA in the above example?

1. In an experiment where the Di’s are randomly assigned we
may be persuaded to expect E[εi|Di] = 0, since by
definition Di is randomly assigned and therefore
independent of everything. An example of when we may
believe the CIA is the STAR experiment.

2. Another option is to look for natural experiments, such as
the following examples from the literature suggest.
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Natural experiments in the literature

Natural experiments/quasi experimental studies:

I Angrist and Lavy (1999) illustrate how non-experimental
data can be analysed in an experimental spirit. In
particular, they utilise the fact that in Israel, class size is
capped at 40. This leads to the following:

I i) a child in the fifth grade cohort of 40 students ends up in
a class of 40.

I ii) a child in the fifth grade cohort of 41 students ends up in
a class of 20 or 21.

I Since students in cohorts of size 40 and 41 are likely to be
similar in other dimensions (ability, effort, family
background, ... etc), we can treat the difference between 40
and 41 students enrolled as being ‘as good as randomly
assigned’.

I This natural experiment study estimates strong links
between class size and student achievement.
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Regression, causality and conditioning

Without an experiment (natural or otherwise) we are very
unlikely to believe the CIA. However, we can make progress
with conditional analysis.

I One way to move from pure correlation to conditional
correlation is to condition on variables. This is equivalent
to holding other factors fixed.

I In other words, you want to take factors out of the error
term and capture them in the regression model.

I Intuitively, you want to account for the factors which are
causing correlation between the treatment and error term.

I This then allows you to compare the effect of class size
across similar individuals in terms of: parental income,
region, school quality, ... etc

I Regression is particularly useful for this type of conditional
analysis.
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Regression, causality and conditioning

Questions we want to address about the population:

I 1. The Causal Effect: How could variation in education
(X) explain variation in wages (Y)?

I Human Capital Effect: Increasing education, increases
productivity through increasing human capital and hence a
higher wage.

I Signalling Effect: Education signals a higher innate
productivity, which is rewarded in the labour market.

I Network Effect: Through increased networks, social ties,
individuals are potentially faced with a more pecuniary
rewarding structure.

I 2. Control Variables: What other factors could explain
education (X) and wages (Y)?

I Observable: family background, parental factors, gender,
region, ... etc

I Unobservable: individual traits, ability, conscientiousness,...
I What to control for requires a lot of thought.
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Regression, causality and conditioning

The above questions can be considered in terms of the following
population regression set-up:

Yi = α+ β1X1i + β2X2i + β3X3i + ...+ βkXki + εi

Where in our education wages example:

I Y is wages.

I X1 is years of education.

I X2, ...Xk are the k control variables.

I ε is the error term, which includes everything that is not
captured by the X’s and affects Y.

I β1 is the effect of interest: education on wages.

I β2, ..., βk are the effects of the control variables on wages.
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Regression and causality

The crucial question is: Do we believe the CIA assumption
E[εi|X1i, X2i, ..., Xki] = 0?

I Note, E[εi|X1i, X2i, ..., Xki] = 0 is weaker than
E[εi|X1i] = 0, since we now have less terms in the error
term.5

I Thus, we are more likely to believe the CIA in the
extended regression.

I However, there are many terms which are unobservable
either conceptually, or in terms of collecting data.

I Think of ability in the case of education: what do we mean
by ability, how do we measure it?

I The bottom line is that the CIA is a very strong
assumption to satisfy.

5As long as we don’t add more choice variables into the regression.
More on this later.
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Regression and causality

Important questions:

1. How do we estimate the population model using sample
data?

2. What are the properties of these estimators?

3. How do we test hypothesises about the population
parameters?

4. How do we interpret the models?
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